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1. Introduction
Functional safety remains critical across a range of markets, and as autonomous driving and 
associated services become a reality, functional safety is a key factor determining its success 
and wide deployment. The higher the criticality and the lesser the control the driver has over 
the application, the higher the inherent risk and associated Automotive Safety Integrity Level 
(ASIL). ISO 26262 [1] defines four ASIL: 

1. ASIL A (lowest integrity)

2. ASIL B

3. ASIL C

4. ASIL D (highest integrity)

The ASIL is determined at the vehicle level based on how the safety goals and functional safety 
requirements are defined. For each of the functional safety requirements, technical safety 
requirements are derived and allocated to individual hardware and software components that 
constitute the system. For example, to maintain higher integrity, the hardware component, such 
as the processor, must have higher coverage of random hardware faults through its continuous 
monitoring and reporting capability (a technical safety requirement allocated to the CPU).

One of the methodologies commonly used for high-coverage, continuous monitoring and 
reporting is Dual Core Lock Step (DCLS). With this method, the primary and redundant CPUs 
run in lockstep and outputs are continuously compared to ensure that any random hardware 
fault that occurs in one of the processors during operation and propagates to the outputs 
can be detected and reported. This type of system is expensive, in that the CPU area roughly 
doubles, but is used in many safety-critical applications, specifically those that must meet the 
guidance of ISO 26262 Automotive Safety Integrity Level D (ASIL D) [1]. However, for safety 
applications in which the driver typically has more control over the vehicle, (for example, lane 
monitoring, adaptive headlight system, and so on) the integrity requirements tend to be lower 
(for example, ASIL B). In this case, self-testing techniques, such as Software Test Libraries (STL) 
[2], are often used.

This paper describes how to achieve ISO 26262 ASIL B integrity requirements with respect to 
the hardware architectural metrics using state of art STLs. After a brief introduction on STLs, 
their strengths and limitations related to the requirements of the ISO 26262 are discussed. 
This paper addresses the following issues:

 What if STL do not meet the system level ASIL B hardware architectural metric targets 
at IP level?

How can they still be used for ASIL B applications if these targets are not met? 

The paper does not focus on how the avoidance of systematic failures of either the IP or IC and 
the STL is achieved, assuming that this is taken care of by the IP and IC provider, as appropriate. 

The discussions in this paper are also valid with respect to the hardware architectural metric 
targets of the IEC 61508 standard.

The paper is organized as follows:

  Section 2 introduces STLs, their requirements and principles.

  Section 3 describes hardware architectural metrics and diagnostic coverage (DC) as 
defined in ISO 26262 to lay the foundation for further discussion in this paper. It also 
defines the scope and DC targets for safety mechanisms with STL for CPU as an example. 

  Section 4 is about IP and IC level considerations for target hardware architectural metrics 
and covers:

-  Recommendations on how to derive hardware architectural metric targets for a single 
HW component (for example, microcontroller) and a constituent IP block (for example,
CPU core) based on the allocated or assumed hardware metric for the targeted ASIL.

-  Possible exceptions to the recommended hardware architectural metric and DC targets 
based on targeted ASIL and justification.

 Section 5 covers system level considerations and methods for enhancing the hardware 
architectural metrics and DC achieved at IP or IC level. This is followed by an example to 
demonstrate the enhancement in DC at system level using techniques described in this 
paper.

 Section 6 concludes the paper with recommendations for IP suppliers and system 
integrators.
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2. Introduction to Software Test Libraries
STL is a software-based safety mechanism and can be an important component1 for safety-
related designs in automotive, industrial and other markets that require running applications 
that must demonstrate functional safety. The STL is used in testing for permanent hardware 
faults, such as stuck-at-0 or stuck-at-12 within the functional logic of the hardware and it 
should be developed as a software safety element out of context (SW SEooC).

The safety and functional requirements generally considered when developing STL are as 
follows:

Safety 

  Achieve a DC target assumed for the STL as required by the technical safety concept, or 
assumed for the STL by the IP provider.

  Report failure information, including any identified faults from tests to the system-level 
application.

    Avoid interference with application software.

  Execution time within the diagnostic test time interval (DTTI) defined for the protected IP.

  Assumptions of Use for the IP maintained during runtime.

Functional 

  Flexible depth of testing to run a choice of tests and the number of tests at a certain point in 
time.

   Ability to target testing of specific logic blocks by choosing different sets of tests. 

   Adaptable to different IP configurations.

  Code size within a defined allowable percentage of the general total memory footprint. 

  Relocatable depending on system memory map.

  Interruptible with a maximum defined latency.

Overall, the STL3 can provide a powerful and important method of achieving diagnostic 
coverage on permanent faults, while minimizing impact on system availability.

Principles to consider when developing an STL architecture are:

1. Simplified integration:

 Availability of a simple application programming interface (API) to call the STL.

  Ability to choose specific parts and the number of parts of the STL required to run within 
the available time budget, in accordance with system level technical safety concept.

  Capabilities that enable customers to perform their own digital and fault simulation.

2.  Flexibility in choosing the tests depending on the selected configuration and available
memory at any specific time.

3.  Additional hardware should be limited to the minimum required to increase the
diagnostic coverage.

1  STL can be used in conjunction with other safety 

mechanisms such as ECC, parity, MBIST, and LBIST.

2  STL may also detect other kinds of permanent faults 

such as bridging faults, opens, and high impedance 

outputs as long as their effects are observable in the 

same way as stuck-at faults.

3  STL can be executed as a whole at start-up to 

check the health of the CPU before running any 

application. Alternatively, a safety application can 

divide the STL execution into parts and schedule 

them whenever there are available cycles as long as 

the system Fault Detection Time Interval is satisfied.
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3. Basic Definitions of Random Hardware 
Faults and Associated Hardware  
Architectural Metrics
3.1 Hardware Architectural Metrics and Diagnostic Coverage (DC)

The malfunctioning behavior of an electrical/electronic system in an item can be caused by 
systematic faults and random hardware faults (RHWF) occurring in one or more of its elements.

For random hardware faults, ISO 26262 and other functional safety standards define several 
hardware architectural metrics [1] with recommended target values [3] for each defined 
integrity level. These targets for the hardware architectural metrics must be achieved to 
confirm that a safety-related system can, to a certain extent, cope with RHWFs without causing 
a dangerous system malfunction that leads to a hazardous situation.

The ISO 26262 standard defines an absolute hardware architectural metric (unit: failure in 
time (FIT)) and two relative hardware architectural metrics (unit: 1 or %) for this purpose:

   Probabilistic Metric for Random Hardware Failure (PMHF): Absolute failure rate of 
uncontrolled RHWFs that have a Potential to Violate a Safety Goal (PVSG). (unit: h-1 or FIT) 
[Equation 5]

   Single Point Fault Metric (SPFM): 1 – Ratio of uncontrolled PVSG faults, relative to all 
safety related RHWFs in a system or element. (unit: 1 or %): [Equation 4]

   Latent Fault Metric (LFM): 1 – Ratio of Latent Dual Point Faults (DPFL), relative to all safety 
related RHWFs except the uncontrolled PVSG faults. (unit: 1 or %) 

ISO 26262-5 §8.4.5, ISO 26262-5 §8.4.6 and ISO 26262-5 §9.4.2.2 [3] define ASIL-dependent 
target values for the three hardware architectural metrics: PMHF, SPFM and LFM as shown in 
Table 1. These target values are defined for and must be fulfilled at the system-level (for example 
for a complete braking or steering system). Note that no targets are defined for ASIL A, and that 
target values for ASIL B are only recommended by the ISO 26262 standard. Despite this fact, 
system developers regularly demand and enforce that ASIL B target values must be met.

Table 1– ISO 26262 metric target values [3]

Another relative metric is often used to characterize the effectiveness of safety 
mechanisms to detect and control faults:

   Diagnostic Coverage – unit: 1 or % (DC): Percentage of failure rate or the failure mode of 
the hardware element that are detected and controlled by a safety mechanism [Equation 3].

The DC of a safety mechanism directly affects the hardware architectural metrics SPFM and 
PMHF of the element where the safety mechanism is effective. This is demonstrated in Figure 
1, which depicts a hardware element with its total failure rate, also called base failure rate  
( Total), of which a portion is assumed to be safe faults and the remainder are PVSG4 faults.  
In this paper, we are only considering safe faults and faults that have the potential to violate 
safety goals. The safety mechanism detects and controls a certain percentage of these PVSG 
faults. Equations 1-5 show how the different hardware architectural metrics are defined and 
how they can be calculated for this example.

ASIL Level SPFM LFM PMHF

ASIL B ≥ 90% ≥ 60% ≤ 10-7 h-1 (100 FIT)

ASIL C ≥ 97% ≥ 80% ≤ 10-7 h-1 (100 FIT)

ASIL D ≥ 99% ≥ 90% ≤ 10-8 h-1 (10 FIT)
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Figure 1 – Failure rates of a hardware element

PVSG
 = 
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Det
Equation 2 

Equation 3

Equation 4 

Equation 5 PMHF = 
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Equation 1

4  All PVSG faults are assumed to be single point 
faults for discussion in this paper.
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= Det
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.
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3.2 Defining Scope and Diagnostic Coverage Targets for Safety Mechanisms

When specifying a safety mechanism as part of an IC or IP safety concept, the scope of the 
safety mechanism and DC target should be defined, among other requirements. For the 
scope definition, the following aspects should be considered:

  Which hardware blocks should be covered by the safety mechanism?

  Are there any sub-blocks that are not expected to be covered by the safety mechanism?

  What are the failure modes of the hardware blocks?

   Should the safety mechanism cover all failure modes of the hardware blocks, or only 
selected failure modes?

The DC target should be defined for the entire hardware block, or separately for individual 
failure modes. The latter is also referred to as a failure mode coverage (FMC) target. In 
either case, the following aspects should be considered:

   What is the SPFM target for the hardware block based on its ASIL and additional 
considerations as described in section 4.1 and section 4.2?

   Is there a significant number of safe faults, which reduces the required DC compared to the 
SPFM target?

   Are there other safety mechanisms planned to cover the same block and failure modes, in 
ways that are either orthogonal or overlapping, which reduces the required DC for each 
safety mechanism with respect to the SPFM target?

   What DC target is considered achievable?

If no detailed information is available to support a more accurate DC specification, then it is 
reasonable to define a DC target equal to the ASIL dependent SPFM target from Table 1. In 
other words, if the safety mechanism is developed for an SEooC where the application use 
cases are not well known, a DC target equal to the ASIL dependent SPFM target from Table 1 
can be assumed.

3.2.1 STL for CPU: Scope, Diagnostic Coverage Target, High Level Architecture and 
Development Process

3.2.1.1 Scope and DC Target for CPU STL

Using the STL for an Arm CPU core as an example, the scope and DC target definition could 
result in the following requirements for the STL. The CPU core is developed as a hardware 
SEooC and these are assumed, software allocated, technical safety requirements:

   The STL shall target all permanent faults in the CPU core except for non-safety related 
blocks. A more detailed analysis can be based on a full set of functional CPU failure modes, 
or all gate-level netlist stuck-at faults. Transient faults are not expected to be covered by the 
STL.

   The STL shall achieve a DC target of 90 percent DC (based on an assumed ASIL B use case 
for the CPU core).

The STL is developed according to these assumed requirements and DC target.

3.2.1.2 STL Architecture

A high-level architecture5 of an STL is shown in Figure 2. The architecture is divided into 
four components:

  Simple API

  Scheduler 

   Blocks: logical group of parts representing the functional blocks of the processor (for 
example, core, MPU, and so on) to ensure configurability of STLs in accordance with the 
CPU configuration.

   Parts: generated either by constrained random test generator or directed tests written to 
target a specific logic. Constrained random tests focus on specific function, for example, a 
DPU part does not have FPU instructions so that it can be executed even when FPU is not 
present. These tests are written in assembly code to enable efficient execution and to avoid 
compiler optimizations that may occur for code written in C.

 STL scheduler

Block 1 Block 2 Block 3 Block 4 Block n

P1 P2 P1 P2 P1 P2 P1 P2 P1 P2

P3 P4 P3 P4 P3 P4 P3 P4 P3 P4

Pn Pn Pn Pn Pn

API

Figure 2 STL architecture

5  This is a possible SW architecture as adopted by Arm, 
other architectures are also possible



6

The main principle on which the Arm STL architecture is built is ‘simplicity.’ There is a C-based 
API which is used to invoke the library and in-turn will execute the scheduled tests. On 
completion, control is returned back to the caller of the library with the results from the 
executed tests. If testing results in a failure, additional information is provided about which test 
failed and its probable cause.

The number of tests which can be run from a single API call can be configured and depends on 
the time and memory available.

3.2.1.3 STL Development

STL development is divided into the following phases:

1. Exploration

In this phase, the safety-related areas of the CPU that have maximum impact on the overall 
SPFM, for example units that execute instructions, are explored. This helps to implement stimuli 
and checkers for the units that have maximum impact on the coverage first, which indirectly 
might benefit other smaller units.

2. Test writing

This phase involves generating pseudo random tests using tools where possible for example, for 
testing units that execute instructions. This is done by creating random instruction sequences 
for example to generate tests for the memory system or interrupt controller. In addition, 
directed tests are also used to hit certain areas that are hard to reach or the areas that random 
tests could not hit.

3. Fault simulation

Fault simulation is usually performed to validate the quality of the tests that are written. This 
is done by a qualified fault simulator. The quality of the parts and blocks constituting the STL is 
validated based on the DC achieved. If the required DC is not achieved, the IP developer needs 
to return to Step 2 until the coverage target is achieved.

4. Sign-off

Sign-off is always done by running the full set of tests on the entire CPU, to demonstrate that 
the expected or target coverage is achieved.

At the end6 of the STL development, the fulfillment of the scope definition is verified, and the 
actual DC of the STL is measured or evaluated. The actual DC is documented and reported 
to the user and integrator of the CPU core, to support the quantitative analysis of the IC that 
integrates the CPU core and of the overall system.

Often the actual DC achieved by the STL is lower than the SPFM target for ASIL B use case, that 
is, 90 percent at the IP level. This is due to the challenge involved in understanding the mapping 
between the RTL and the netlist to generate targeted tests. The limitation in controllability to 
propagate faults which are deeply buried in the logic to the observation points also contributes 
to this. Later sections in this paper helps to demonstrate that a lower than defined SPFM target 
as shown in Table 1 at IP level could be acceptable and there are ways to enhance the SPFM at 
the system level.

IP and IC Level Consideration
4.1 Deriving Hardware Metric Targets for a Single HW Component and a Constituent IP 
Block Based on the PMHF and SPFM Targets

The hardware architectural metrics target values are defined at the system-level, and they 
must be achieved for the entire hardware of a system. This raises a question about what the 
metric target would be if one does not develop a complete system, but only an IC or IP for 
example, which is a component or sub-part in a system. Unfortunately, ISO 26262 provides no 
requirements, and only very little guidance on this topic. It is up to the developer of the IC or IP 
to specify these targets, for example, as part of the SEooC definition.

The following guidelines should be considered for the specification of IC or IP-level metric 
target values:

1.  SPFM: The IC or IP should adopt the system-level SPFM target value, based on the 
targeted ASIL.

2.  LFM: The IC or IP should adopt the system-level LFM target value, based on the targeted 
ASIL.

6  End of STL development is determined using 
engineering judgment to ensure product viability 
that is, coverage is not maximized at the cost of 
memory and timing. GAMAB [9]is used as a principle 
to ensure that the coverage attained is at least as 
good as provided by previous generations of STL. 
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3.    PMHF for ICs: For an IC we recommend to assume a PMHF target that is 1 percent to 10 
percent of the ASIL-dependent overall system-level PMHF target value (as shown in Table 1).

 a.  Complex ICs that are expected to be the single most dominant HW component in the 
targeted systems could assume a PMHF value towards the upper limit (up to 10 percent). 
For example, microcontroller targeting traditional automotive systems such as anti-lock 
braking system (ABS), battery management system (BMS), electric power steering (EPS).

  b.  Medium complexity ICs or complex ICs that are expected to be used together with one 
or several other similarly complex ICs in the targeted systems should assume a PMHF 
target in the mid-range (3 percent to 5 percent). For example, complex CPU for an SAE L3 
or greater autonomous driving system, which is expected to include other very complex 
ISPs, DSPs, ASICs, etc.

 c.   Simple discrete ICs should assume a PMHF target towards the low end (that is, 1 percent 
to 2 percent). For example, Sensor ICs, DRAM memory, PMIC.

4. PMHF for IPs: No PMHF target should be defined for an IP.

5. DC: There are no general targets for the DC of safety mechanisms in an IC / IP.

If guidelines #1 and #2 are followed for the relative architectural metrics, and all hardware 
components in a system achieve the system-level SPFM and LFM targets, then the overall 
system automatically achieves these relative metric targets as well.

Guideline #3 aims to address the trickier issue of PMHF budgeting. Because the system-level 
PMHF target must accommodate for all hardware components in the system, no single IC or 
component must consume too high a portion of the total PMHF target, leaving insufficient 
PMHF budget for all other components. The recommended allocation of 1 percent to 10 
percent shares (between 0.1FIT and 1FIT for an IC developed for ASIL D systems) is a 
reasonable target based on experience and feasibility considerations. The defined IC PMHF 
target value, which accommodates permanent faults from silicon die and package as well as 
transient faults, is an assumed target value and part of the assumption defined for an SEooC. 
These assumptions must be validated and confirmed by the system integrator to be suitable for 
achieving the system-level PMHF target.

If an IP is developed in isolation, rather than in the context of an IC, only relative hardware 
architectural metrics (SPFM and LFM) should be used without targeting a PMHF value for that 
IP, as stated in guideline #4. The reason is that it is uncommon to determine a base failure rate 
for a standalone IP, which would be required to calculate the absolute metric. Instead, normally, 
base failure rates are determined for a complete IC, and then broken down to individual IPs.

Finally, guideline #5 is a reminder that ISO 26262 [3] only requires achieving the three-
hardware architectural metrics (PMHF, SPFM and LFM). ISO 26262 does not include any 
requirements to achieve a specific DC for a safety mechanism. Instead, the IC or IP safety 
concept with the safety mechanisms and their respective DC must be specified in a way that the 
hardware architectural metrics can be achieved on IC and system-level.

4.2 Possible Exceptions to the Recommended Hardware Architectural Metric Values and 
Diagnostic Coverage at IP or IC Level

In this section of the paper, we explore whether the definitions of SPFM, LFM and PMHF target 
values according to the guidelines, described in section 5.1, are suitable for all ICs and IPs. We 
examine whether there might be exceptions where stricter or more relaxed target values would 
be required or acceptable.

  Fulfillment of both absolute and relative hardware architectural metrics

ISO 26262 specifies requirements to achieve both relative and absolute hardware architectural 
metrics (ISO 26262-5 [3], clause 8 and 9). All requirements must be fulfilled to achieve ISO 
26262 compliance. This means that it is not sufficient to, for example, only fulfill the relative 
hardware architectural metrics SPFM and LFM, and not care about the absolute PMHF metric.

This is the motivation for the requirements in ISO 26262: The PMHF metric represents the 
residual risk of an automotive item in absolute terms, which must be limited. On the other 
hand, the relative hardware architectural metrics represent the effort that one should invest 
in reducing the residual risk of a system. This effort is expected to be higher for systems with a 
higher inherent risk (with a higher ASIL), even if the absolute residual risk level may already be 
relatively low.

   Potential deviation of SPFM from the ASIL dependent target value based on total base 
failure rate of the system or IC



8

Both PMHF and SPFM targets must be met regarding PVSG faults in an item. Depending on the 
system or IC base failure rate, one or the other of these two hardware architectural metrics will 
be dominant. If the base failure rate is low, the PMHF target can be achieved with the default 
SPFM target, according to Table 1. However, if the base failure rate is very high, this default 
SPFM target may not be sufficient to also achieve the PMHF target. In this case, it is necessary 
to reach an even higher SPFM. We recommend performing PMHF budgeting and SPFM 
target adjustment as early as possible (for example, during SEooC definition or safety concept 
specification at IC level).

  Meeting the hardware architectural metric targets separately for different fault types

ISO 26262-5 §8.4.7 (Note 1 and 2) [3] and ISO 26262-11, chapter 4.6.1.8 [4] (see especially 
paragraph 4) clearly state that different fault types shall be analyzed separately to avoid hiding 
faults with a lower failure rate. For an IC or IP, this implies that separate metric target values 
should be specified and achieved for permanent and transient faults on the silicon die, and for 
package related permanent faults (if applicable).

   Applicability and relation of hardware architectural metric target values defined by ISO 
26262 on item-level to components and sub-parts 

Some statements in ISO 26262 (for example, ISO 26262-4, §6.4.5.3 [5] and ISO 26262-5 
§8.4.7.b [3]) may be interpreted to support the idea that it is acceptable for one component or 
sub-part to achieve a lower SPFM or LFM, if other components or sub-parts can make up for 
it with better-than-required results so that the relative metric targets are still met on system-
level. However, ISO 26262-5 §9.4.1.2 and §9.4.1.3 strongly limit such an approach by requiring 
all ASIL C or ASIL D hardware parts not to have any single point faults or an SPFM less than 
90 percent (with some exceptions). In an IC or IP, for example a CPU, these two requirements 
should be applied to all major sub-parts or sub-modules of the IC or IP.

These requirements, including the SPFM lower limit of 90 percent for both ASIL C and ASIL 
D hardware parts, specify clear criteria for ISO 26262 compliance (for example to pass in a 
functional safety assessment). Above and beyond that, it may be advisable to define an even 
stricter design target, that the SPFM of an ASIL X hardware part should never fall below the 
default SPFM target for ASIL X-1 (that is SPFM should never fall below 97 percent for ASIL D, 
90 percent for ASIL C, or 60 percent for ASIL B). 

The preceding examples illustrate that especially the SPFM target value for an IC or IP could 
deviate from the ASIL dependent default value in Table 1. A slightly lower SPFM target may be 
acceptable, or a higher SPFM target value may be required to achieve all IC, or system-level, 
metric requirements.

5 System Level Considerations
5.1 Methods and Considerations for Enhancing the Hardware Architectural Metrics and 
Diagnostic Coverage Achieved at IP or IC Level

If the actual SPFM achieved on IP or IC-Level (for example, by STL) is lower than the 
required target, the results can be improved by:

  Identifying and taking credit for additional, context-aware safe faults 

  Using additional safety mechanisms or measures at the system level

5.1.1 Identification of Additional Context Aware Safe Faults

As shown in Figure 1, the total number of faults is a combination of safe faults and faults which 
have the potential to violate a safety goal or safety requirement. An increase in the number of 
safe faults also means a decrease in the number of faults that have the potential to violate a 
safety goal. Identification of additional safe faults at the system level based on various factors 
such as use cases, configuration, design implementation, and so on, can help enhance the SPFM 
at the system level. Safe faults can be categorized as:

   Architectural safe faults (Safearch): These are the faults that are identified as safe, based on 
certain configurations of the IP and the netlist. For example, a fault at the input of an AND 
gate that is blocked due to another input of the same gate being grounded.
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 To identify architectural safe faults, as an example, a structural or formal analysis could 
be conducted on a specific configuration and netlist of the IP by the IP developer or IC 
integrator using qualified tools. IP providers generally deliver a list of architectural safe 
faults which are valid for certain configurations, or at least one. Such safe faults are 
accounted for while calculating the SPFM at the IP level and are provided in the example 
FMEDA. Customers are recommended to perform the structural analysis of their specific 
configuration, on the exact implemented netlist to derive their Safearch.

  Application dependent safe faults (Safeapp): safe faults in this category depend on the 
application that is, the final application workload and activity pattern. Corrupted results 
in a part of the IP may never be read by an application or a certain data path or complete 
block may never be exercised during the safety critical function. For example, if the floating-
point unit (FPU) exists in the implementation but no floating-point code is ever run by that 
application, then faults in the FPU can be deemed to be safe should they not interfere with 
other active parts of the IP. In addition, software development kits (SDKs) that are provided 
with an SoC by some chip manufacturers can restrict the application software from 
accessing certain parts of the hardware. The faults of the hardware that are associated with 
these restricted parts can be identified as unused areas and can be potentially considered 
as safe faults for the given use case by the manufacturer.

Based on the application for which the hardware IP is used, customers can derive the total 
number of safe faults as a combination of Safearch and Safeapp.

5.1.2 Using Additional Safety Mechanisms or Measures at the System Level

Safety mechanisms or measures added at various abstraction levels of the system contribute 
to the overall safety strategy of the item by adding additional layers of protection. This layered 
approach, directly or indirectly, helps to enhance the DC of the IP or IC. This section details 
how the DC of the IP can be enhanced by using STL in combination with other additional safety 
mechanisms or measures that can be added (or required to be added) at the system level.

The diagnostic coverage claimed by these safety mechanisms or measures should consider 
any overlap in coverage of faults by STL and any additional mechanisms or measures added at 
the system level. Engineering judgment along with recommendations provided in this paper 
can be used for estimating the overlap of fault coverage by STL and additional mechanisms 
for determining the overall DC of the IP or IC. The recommendations are based on statistical 
estimations rather than exact measurements as it is difficult to measure DC for gate level faults 
in most cases once the IC has been integrated.

STL test patterns are, normally, generated for each block or sub block within the IP. These 
test patterns can be generated:

  Systematically (that is, directed tests) by creating specific scenarios to target certain logic 
or interfaces or 

  Randomly, for example by using random instruction set (RIS) generation tools.

The additional safety mechanisms or measures that are added at the system level can just as 
well be categorized as random or systematic with respect to STL. These additional safety 
mechanisms or measures include:

  Directed tests that can be added to the application layer, often to cover faults in other parts 
of the system that are not covered by the STL. The DC and any correlation of these directed 
tests with respect to faults covered by STL have to be determined by the system integrator 
or developer.

  Random tests that can be added to the application layer. The DC achieved by these tests 
have to be determined by the system integrator or developer. For example, RIS based tests 
or systematically developed application software for safety critical applications (section 
5.1.2.1).

5.1.2.1 Systematically Developed Application Software for Safety Critical Application as a 
Random Test

From the perspective of an SEooC IP or IC, a generic application software can be assumed to be 
randomly exercising and testing the entire part or sub part of the IP, for example CPU.
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An application software which is systematically developed for a safety-critical application with 
integrated software safety mechanisms as recommended by the ISO 26262 Part 6 [6] (or IEC 
61508 part 3 [7]) can provide diagnostic capabilities for random hardware faults. Examples of 
these software safety mechanisms for error detection (ISO 26262-6:2018 7.4.12 Note 2 
[6]) include:

   Range checks of input and output data. For example, if the ALU has a random hardware 
failure and generates an out of range result, the next range check detects this.

   Plausibility checks. For example, using a reference model of the wanted behavior, including 
assertion checks, or comparing signals from different sources.

   Access-violation control mechanisms implemented in software concerned with granting 
or denying access to safety-related shared resources. These can detect random hardware 
faults in addressing logic, memory protection unit (MPU), and so on.

   Fine-grained program flow monitoring, in combination with a timeout or windowed 
watchdog, to achieve temporal and logical supervision of program sequences. This can 
detect random hardware faults affecting the proper program flow.

If there is enough evidence, or can be reasonably assumed, that the system developer is strictly 
adhering to implementing the software safety mechanisms recommended in ISO 26262 Part 6 
[6] (or IEC 61508 part 3 [7]), credit may be given to the application software in improving the 
overall DC of random hardware failures.

The following considerations should be used to determine the DC that may be claimed:

   Completeness of the identification of failure modes associated with the system for the use 
case as defined by the application software.

   The effectiveness of the integrated software safety mechanisms (for example, range checks, 
program flow monitoring etc.) implemented to detect a misbehavior of the system.

For example, in the case of a simple application like a tire pressure monitoring system where 
the failure modes are well understood and software safety mechanisms, such as range checks, 
plausibility checks etc. are effectively implemented, one may claim an additional DC, if it can 
be justified. However, if it is a complex system, the coverage claimed would have to be lower 
to accommodate any uncertainties related to the identification of failure modes and the 
effectiveness of the implemented software safety mechanisms. 

Based on the use case, the application software also restricts access to certain areas of the IP. 
This in turn increases the safe faults (Safeapp) thereby contributing to an improvement in the 
SPFM. It is unlikely to accurately determine the contribution of a generic application software 
towards safe faults and PVSG faults. Therefore, we recommend not to claim additional assumed 
safe faults (Safeapp) on top of the diagnostic coverage claimed by using application software 
developed for a safety critical application unless it can be justified. For example, through 
analysis if it can be proved that certain part of the IP is never accessed by the software for the 
specific use case.

5.2 Factors to Consider when Calculating Enhanced DC with Additional Layers of 
Protection

There are two factors that need to be considered when determining how much improvement 
in the DC can be claimed by adding additional layers of protection as described in section 5.1.2, 
‘Using additional safety mechanisms or measures at the system level.’

5.2.1 Statistical Independence of the Additional Safety Mechanisms or Measures with 
Respect to the STL

Statistical independence exists between:

   two random mechanisms or measures and

   a combination of random and non-random mechanisms or measures
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If the additional layer of protection (for example application software with integrated 
safety mechanisms) added and the STL are statistically independent, the overall DC 
achieved by the two mechanisms are:

  Faults covered by the STL (DC1), plus

  additional faults covered by the random technique, that is, the application software with 
integrated safety mechanisms (DC2), from the residual faults (1-DC1).

This (DCnew) can be calculate using the formula: 

5.2.2 Existing Coverage on the IP

Based on experience, if the DC of first safety mechanism is high, the probability of a second 
safety mechanism to detect additional faults is low. In the case of STL, adding random safety 
mechanisms or measures to improve DC on top of a STL which already has a coverage over 
60 percent only provides some incremental improvements in overall DC. Furthermore, the 
exact faults targeted, and the overlap of faults detected by the two mechanisms, are difficult 
to ascertain. As a result, the DC of the additional random safety mechanisms or measures can 
only be assumed. Therefore, while adding additional layers of protection, we should adopt 
a more conservative approach to calculate the improvement in the DC (DCnew) and only the 
additional faults detected with a very high probability (>0.99) should be considered. 

5.2.2.1 Calculating the Probability of Achieving DC Greater than or equal to DCnew. 

This can be calculated using the classical definition of probability, that is, the probability of an 
event is the ratio of the number of cases favorable to it, to the number of all cases possible 
when nothing leads us to expect that any one of these cases should occur more than the other. 

Binomial coefficient can be used to evaluate the number of ways of choosing, without 
replacement, a subset of k elements from a set of n elements. This coefficient is also known 

  are used to denote a as a “combination” or “combinatorial number”. The symbols nCk and 
binomial coefficient and are read as “n choose k”[8]. 

For the purpose of this computation we are using DC(%) instead of total number of faults 
to make the computation tractable.

Probability of achieving a DC greater than or equal to DCnew by the combination of two 
tests with DC of DC1 and DC2 is:

DCnew = DC1 + (1-DC1) . DC2

i.e. DCnew = DC1 + DC2 - DC1 . DC2

Equation 6
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Equation 8

Equation 9

Equation 10

Where: N1 is the number of ways in which a DC up to DCnew can be achieved i.e.

N2 is the number of ways in which a DC greater than or equal DCnew can be achieved

   : represents all the combinations of “DC2-i” faults that can be detected amongst the 
faults already detected by the first safety mechanism i.e. DC1.”

       : represents all combinations of “i” faults that can be detected by the second safety 
mechanism amongst the (100-DC1) faults not detected by the first one.

P(DCnew) should be significantly high that is, a very high threshold, for instance, greater than 
or equal to 0.99 to assume DCnew as the enhanced DC.

n
k
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If P(DCnew) is less than 0.99, we recommend to only claim an enhanced DC that is DCnew -adj 

(read as DCnew adjusted) for which the probability is greater than or equal to 0.99.  
DCnew -adj can be calculated using Equation 8 when DC1 and DC2 are known. The following 
section shows an example on how to use this methodology.

5.3 Example: DC Enhancement at System Level with Systematically Developed 
Application Software

This is an example on how to calculate enhanced DC by taking credit for the DC provided 
by a systematically developed software with integrated safety mechanism used at the 
system level:

 The sub block of the IP is subjected to randomly generated test patterns by the STL and 
it has a DC = DC1 = 75%.

The system on which the STL is implemented is low complexity.

 Systematically developed software with integrated safety mechanisms as recommended 
by ISO 26262 Part 6 [6] (or IEC 61508 part 3 [7]) is added in the application layer. As the 
application software is of low complexity, one may assume failure modes are well 
understood. In this case, one may claim a DC = DC2 = 60% 7 for this application SW.

The enhanced DC when aggregating these two tests can be calculated using Equation 7 as 
they are statistically independent. The assumption here is that the probability of detecting a 
fault does not vary by the particular fault in question, for example, detecting fault 1 is not more 
probable than detecting fault 2 and this is true for all possible faults.

In our example, for simplicity, let us assume:

  A total of 100 PVSG faults 

  STL detects 75 faults out of these 100 PVSG faults (DC1 = 75%)

  Application SW can detect 60 faults out of the 100 PVSG faults (DC2 = 60%)

Based on section 5.2.1, 60 faults that the application software detects could be contained 

  within the 75 faults already detected by the STL, that is, no additional faults are uncovered 
or

  it could be a combination of some of the faults already detected by STL and some additional 
faults. 

Assuming the universe of all possible application software with integrated safety 
mechanism is random, enhanced DC (DCnew), using Equation 7:

DCnew = DC1 + DC2 - DC1 . DC2 = 90%.

This means that the diagnostic coverage is 90 percent when aggregating the DCs of the two 
tests performed in series, that is STL (DC1 =75%) and then application SW (DC2 = 60%).

Using the recommendation in section 5.2.2:

Probability of achieving the enhanced DC, DCnew ≥ 90% can be evaluated by the number of 
ways 90 or more faults are detected divided by the total number of ways any additional faults 
can be detected. 

 Let us assume: 

   N1 is the number of ways up to 90 faults are detected 

Expanding Equation 9:

   N2 is the number of ways 90 or more faults are detected 

Expanding Equation 10:
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7  typical DC coverage suggested by ISO 26262 [3] for a 
safety mechanism or measure which has a low coverage 
level. For a complex system, the coverage claimed would 
have to be lower to accommodate any uncertainties 
related to the identification of failure modes and 
the effectiveness of the implemented SW safety 
mechanisms. If claiming more than 60% DC, justification 
should be provided that is it should be proven that 
the system safety analysis is correct and complete, 
all relevant failure modes of the system are correctly 
defined and there is evidence that the application 
software can detect most of them.
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Probability of detecting at least 90 percent faults (DCnew≥90%) in total by the two tests is

P(DCnew) =  N2/(N1+N2) = 0.5959 = 0.6 (approx.) that is there is 60 percent probability of 
achieving at least 90 percent DC. 

Because the probability of achieving a DCnew ≥90% is only 0.6 an analysis was performed to 
evaluate DCnew-adj which can be claimed with probability of at least 0.99. 

The plot in Figure 3 summarizes the results of an analysis that was performed to evaluate the 
DC that can be achieved with a probability of at least 0.99 by two tests. 

  T1 (STL, 70%<DC1<90%) and 

  T2 (Application SW with integrated safety mechanisms, DC2=60%)

This graph shows that we can achieve a DC of up to 85 percent with a probability of at least 
0.99 when aggregating the DC of the two tests performed in series, that is STL (DC1= 75%) 
and then application software (DC2 = 60%). 

System integrators may use this methodology to take credit for the coverage provided by a 
systematically developed application software with integrated safety mechanisms (Section 
5.1.2.1) that runs on the system. An assumption of use (AoU) be added if the system integrator 
wants to take credit from this while reporting the hardware architectural metrics.
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Figure 3 : New DC with probability greater than 0.99 with DC of test 1 (STL) varying between 70 percent to 
90 percent and DC of test 2 (application software) = 60%
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6. Conclusion
6.1 Conclusions and recommendations for the STL supplier

The STL suppliers, while developing the STL, should strive to achieve the relative hardware 
architectural metrics set by the ISO 26262 for the assumed ASIL. However, in case of a  
lower SPFM at the IP level, system integrators and system developers can take credit for 
use case specific factors, additional safety mechanisms or tests or techniques 
implemented at the system level to improve the SPFM of the IP to meet the default SPFM 
target set by the standards. 

6.2 Conclusions and recommendations for the integrator or user who adds the 
additional layers of protection

STL that do not meet the DC and SPFM target at IP or IC level can still be used in 
applications targeting a specific ASIL (for example, ASIL B) as the hardware architectural 
metrics can be enhanced at the system level by taking credit for application specific safe 
faults which are not considered while determining the SPFM at IP level. Further, additional 
safety mechanisms or measures or tests can be implemented at the system level to bridge 
any further gap in the target for the IP.

We would welcome your thoughts on the concepts discussed in this white paper. Please  
email us at safety.partners@arm.com to share your feedback or if you have any queries. 

For more information about functional safety on Arm, please visit www.arm.com/safety.

7. Appendix A Revisions
This appendix describes the technical changes between released issues of this document.
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